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AUTUMN RELEASE
Summer is over and most of us are back to our 

analytical activities. Therefore we thought it is time for 
another issue of our magazine. Another set of articles 
dedicated to diverse subjects, in addition to many posts 
on our LinkedIn group. We thank you all for being active 
and continuing to support us. 

In the following pages you’ll fi nd an article from Mike 
Gilliland on Benchmarks in Forecasting. Followed by 
another from Bart Baesens, Véronique Van Vlasselaer 
and Wouter Verbeke, on Big Data and Analytics for fraud 
detection, Sergio Moral wrote on Big Data and Sandro 
Saitta on Gradient Boosting Machine.
 
Common columns include the agenda for a few upcoming 
events, a book review by Amine Mansour : “Data Science 
for Business”, by Foster Provost and Tom Fawcett. Enjoy 
your reading !

A friendly reminder to those who wish to support the 
association. Please join us as an offi  cial member of the 
Swiss Association for Analytics. You’ll fi nd necessary 
information on our website :

www.swissanalytics.com/membership
You’ll receive our magazine at home and have access to 
event presentations.

Sara Vidal,  Senior Solution 
Specialist Analytics at SAS
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AGENDA 
OF EVENTS

DECEMBER, 2015

1st 

Zurich Machine Learning #22
(location to be defi ned),

www.meetup.com/fr/
Zurich-Machine-Learning/

events/225944435/

DECEMBER, 2015

15th 

SwissnexDay’15
“Big Data for Smart Ideas”

University of Fribourg,
www.swissnex.org/news/

swissnexdays/

JANUARY, 2016

Analytics for Customer 
Intelligence

Hotel Mövenpick Lausanne,
www.meetup.com/swiss-analytics

MARCH, 2016

21th - 24th

Agrostat2016
Centre de Recherche Nestlé

à Lausanne,
http ://agrostat2016.sfds.asso.fr/

Your event is not in the list ? 
Send an email to 

info@swiss-analytics.com

WHAT IS BEST-IN-CLASS 
FORECASTING : DO BENCHMARKS 
PROVIDE THE ANSWER ?
By Michael Gilliland, SAS

Organizations are naturally 
curious about their performance compared 
to industry peers. Published benchmarks 
(available from professional organiza
tions, journals, and consulting and bench
marking services) purport to satisfy this 
curiosity by identifying the organizations 
that achieve “bestinclass” performance. 
But can forecasting benchmarks give us 
the answers we are looking for ?

Probably not.

Unfortunately, the available forecasting 
benchmark data may not be trustwor
thy. What’s worse, even if the benchmark 
numbers are correct, the forecasting per
formance of diff erent organizations is not 
directly comparable – making reference 
to industry benchmarks largely irrele
vant. This article explains why traditional 
forecasting benchmarks should not be 
used by an organization to assess its own 
forecasting performance. Instead, the 
alternative approach of “internal bench
marking” is shown to be the more appro
priate way make this assessment

Problems with Benchmark Data

Published benchmarks should not be 
accepted blindly because there are a 
number of potential perils in the compi
lation and interpretation of benchmark 
data. Problems can occur when the data 
are inaccurate, inconsistent, and unreli
able. This is most likely to occur when 
based on surveys, where trust is placed 
in the knowledge and motivation of 
respondents. Do they really know the 
answers to the questions in the survey, 
and will they provide an accurate 
response ?

In a 2008 article published in the jour
nal Foresight, Stephan Kolassa delivered 
a thorough critique of benchmarks based 
on survey data. He found that survey 
results suff er from multiple sources of 
incompatibility, including diff erences 
in product behavior, location and time 
granularity, in forecast horizon, and in 
the performance metric used. Kolassa 
concluded that “published reports of 
forecast accuracy are too unreliable to be 
used as benchmarks, and this situation is 
unlikely to change.”

Surveybased benchmarks are particu
larly troublesome when the metric is 
complex or ambiguous. In the forecast
ing realm, a simple question such as, 
"What is your forecast error ?" requires 
much further specifi cation : What is the 
exact error formula to use ; the organi
zational level at which the error is meas
ured (stock keeping unit, warehouse, 
customer, region, total company) ; the 
time bucket (week, month, quarter) ; and 
the lag time ? Respondents may be using 
entirely diff erent methods to track their 
errors. Even formulas as similar sounding 
as mean absolute percent error (MAPE), 
symmetric MAPE, and weighted MAPE, 
can give dramatically diff erent results 
when applied to the same data. 

Diff erent products may have wildly dis
similar demand patterns (such as sea
sonal vs. nonseasonal, or trending vs. 
stable), which can be exacerbated by dif
ferent selling styles (e.g., everyday low 
pricing vs. highlow promotional pricing 
at a retailer). Diff erent demand patterns, 
with diff erent levels of volatility, are not 
equally “forecastable” – which leads 
to the next issue : the very relevance of 
forecasting benchmarks.

Number 4  • www.swiss-analytics.com

3

151092_SwissAnalytics_mag_2015_n2_5.indd   3 25.11.15   12:18



Irrelevance of Benchmark Data

Business managers look at benchmarks 
to identify an industry’s top perfor
mers, so as to learn and emulate their 
“best practices.” But when it comes to 
forecasting performance, is it really fair 
to compare forecast accuracy across 
companies when their demand patterns 
may not be equally forecastable ? Even 
within an industry, such as apparel, one 
company may sell long lifecycle basic 
items with stable demand, while another 
sells only fashion items that change 
every season. It would be unrealistic 
to expect the fashionitem forecasters 
to match the accuracy of the basicitem 
forecasters. 

Consider this worst case scenario : 

Company X appears at the top of a fore
casting performance benchmark list for 
its industry. Consultants and academics 
interview X’s management, study their 
forecasting process, and publish guide
lines for others wishing to follow X’s 
“best practices.” 

But just because X has the most accurate 
forecasts, does it mean its forecasting 
process is the best or even admirable ? 

What if Company X had very easy to fore
cast demand ? Further, what if X’s elabo
rate forecasting process actually made 
forecast accuracy worse than it would 
have been by using a simple method 
such as a naïve “no change” forecast* ? 
These are certainly not the kinds of prac
tices that other organizations should be 
emulating ! 

This example is not so farfetched. 
Organizations at the top of forecast
ing benchmarks may be there simply 
because they have the easiesttofore
cast demand. It is well understood that 
many forecasting practices, particularly 
elaborate collaborative and consensus 
processes with many levels of manage
ment review and adjustment, may only 
make the forecast worse.

Benchmarks tell you the bestinclass 
accuracy that companies are able to 
achieve. But they do not tell you whether 
their forecasting environment is simi
lar to yours or worthy of your admira
tion. Without that information, industry 
benchmarks are largely irrelevant and 
should not be used to evaluate your per
formance or set performance objectives.

Internal Benchmarking

An alternative to traditional “external” 
benchmarks is to compare the results 
an organization achieves to the results 
it would have achieved by using a differ
ent method or even by doing nothing. 
One way to do this is to conduct forecast 
value added (FVA) analysis. 

FVA is defined as the change in a fore
casting performance metric (such as 
MAPE) that can be attributed to a par
ticular step or participant in the fore
casting process. FVA helps identify 
process activities that are “adding 
value” by making the forecast better, 
and also helps identify those activi
ties that are making the forecast worse. 
Instead of comparing performance to 
an “external” benchmark – some other 
company that uses different measures, 
at different levels of granularity, for 
products with different levels of fore
castability – FVA analysis utilizes an 
“internal” benchmark for comparison 
(the accuracy of the naïve forecast). 

The importance of internal bench
marking was highlighted in a study of 
eight B2B and B2C companies by Steve 
Morlidge. In his sample of 300,000 
actual forecasts used by these compa
nies, over 50 % were worse than the 
naïve forecast. This was an astounding 
(and disturbing !) finding on the qual
ity of reallife business forecasting. It 
illustrates the utility of internal bench
marking as a way to identify the extent 
of bad forecasting – something a tra
ditional benchmark comparison would 
not show.

Michael Gilliland, 
Analytical Product Marketing 
Manager, SAS
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Conclusion

Appropriately constructed benchmarks 
provide insight into comparative perfor
mance and can be used to guide study 
of the practices of organizations that 
head the benchmark lists. But beware of 
judging operational performance based 
purely on traditional forecasting bench
marks that do not take the underlying 
forecastability into consideration. Do 
not copy the socalled best practices of 
others without verifying that these prac
tices are indeed adding value and the 
reason for improved operational perfor
mance. Utilize internal benchmarking 
(through FVA analysis) to properly assess 
your own organization’s forecasting 
performance.

Note

*The naïve “no change” forecast uses 
the last known value as the forecast for 
future periods. Thus, if you sold 100 units 
last month, your forecast for this month 
is 100 units. If you sell 125 units this 
month, your forecast for next month is 
125. And so on. The naïve forecast can be 

generated at essentially no cost, requiring 
no forecasting staff, process, or system. It 
is generally agreed that the naïve forecast 
provides a logical lower bound on fore
cast accuracy – your forecasting process 
should not be performing worse.
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USING BIG DATA & ANALYTICS 
TO FIGHT FRAUD !
Interview with Prof. Dr. Bart Baesens ; Véronique Van Vlasselaer, PhD ; 
Prof. Dr. Wouter Verbeke

It is estimated that a typical 
organization loses 5 % of its revenue to 
fraud each year (www.acfe.com). The 
total cost of insurance fraud (nonhealth 
insurance) in the US is estimated to be 
more than $40 billion per year (www.fbi.
gov). The advent of Big Data & Analytics 
has provided new and powerful tools 
to fight fraud. In our new book, Fraud 
Analytics using Descriptive, Predictive 
and Social Network Techniques, we 
discuss state of the art analytical tech
niques for fraud detection Furthermore, 
I have also recently partnered with 
SAS to develop a new Elearning course 
Advanced Analytics in a Big Data World 
in which fraud analytics is one of the 
topics discussed. 

What are the current challenges 
in fraud detection ?

The first challenge is finding the right 
data. Analytical models need data and 
in a fraud detection setting this is not 
always that evident. Collected fraud 
data are often very skew, with typically 
less than 1 % fraudsters which seriously 
complicates the detection task. Also the 
asymmetric costs of missing fraud versus 
harassing nonfraudulent customers 
represent important model difficulties. 
Furthermore, fraudsters try to constantly 
outperform the analytical models such 
that these models should be permanently 
monitored and reconfigured on an ongo
ing basis. 

What analytical approaches are being 
used to tackle fraud ?

Most of the fraud detection models in 
use nowadays are expert based models. 

When data becomes available, one can 
start doing analytics. A first approach 
is supervised learning which analyses a 
labelled data set of historically observed 
fraud behavior. It can be used to both pre
dict fraud as well as the amount thereof. 
Unsupervised learning starts from an 
unlabeled data set and performs anom
aly detection. Finally, Social network 
learning analyses fraud behavior in net
works of linked entities. Throughout our 
research, we have found this approach to 
be superior to all others ! 

What are the key characteristics 
of successful analytical models for 
fraud detection ? 

Successful fraud analytical models 
should satisfy various requirements. 
First, they should achieve good statisti
cal performance in terms of recall or hit 
rate, which is the percentage of fraud
sters labelled by the analytical model 
as suspicious, and precision, which is 
the percentage of fraudsters amongst 
the ones labeled as suspicious. Next, 
the analytical models should not be 
based on complex mathematical formu
las (such as neural networks, support 
vector machines, ...) but should provide 
clear insight into the fraud mechanisms 
adopted. This is particularly important 
since the insights gained will be used 
to develop new fraud prevention strate
gies. Also the operational efficiency of 
the fraud analytical model needs to be 
evaluated. This refers to the amount of 
resources needed to calculate the fraud 
score and adequately act upon it. E.g., in 
a credit card fraud environment, a deci
sion needs to be made within a few sec
onds after the transaction was initiated. 
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Do we really need Big Data 
for Fraud Analytics ?

Yes, we do ! Fraudsters develop increas
ingly refined and diverse methods to 
commit fraud. As a response to this 
neverending threat, organizations need 
to develop more powerful and versa
tile fraud detection systems for which 
they can turn to Big Data and Analytics. 
Traditional expert based models defi
nitely remain useful and part of the solu
tion, but only do part of the job. As we 
argue in our book, these expert systems 
need to be complemented by descriptive, 
predictive and social network analytical 
models that explore Big Data for complex 
patterns indicating fraud. In this view 
Big Data is an indispensable resource for 
building powerful detection systems. 

Is fraud analytics something  
companies should outsource or keep  
in house, due to domain expertise  
and security issues ?

The core of a fraud analytics team in 
our view should consist of a number of 

inhouse experts, which have a deep 
knowledge of the company’s opera
tional processes and setup and embody 
the company’s knowledge base. Such 
inhouse experts are also important to 
ensure continuity. This core team is to 
be complemented by external experts 
on an adhoc base for particular pro
jects requiring additional manpower, 
but more importantly to acquire broader 
industry knowledge and new insights. It 
is of crucial importance to keep a fraud 
detection system up with the stateof
theart, since obsolete systems are easy 
victims attracting fraudsters and leading 
to negative publicity, whereas a regu
larly updated system maintains detection 
power and reputation. 

Prof. Dr. Bart Baesens; Véronique Van Vlasselaer, PhD; Faculty of Economics and 
Business, KU Leuven

Prof. Dr. Wouter Verbeke; Faculty of 
Economics and Business, KU Leuven
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BIG DATA AT A GLANCE
The beginning

Since the end of the nineties, 
the digitalization of information has gen
erated many opportunities related to data 
processing and data analysis, which have 
allowed companies to get better insights 
on their customers, products, services, 
etc. by leveraging a hidden asset… their 
data !

With Web 2.0 in 1999 focused on user
generated content and the explosion 
of social networks in 2003, companies 
and/or organisations such as Google, 
Wikipedia, Youtube and Facebook were 
able to create a platform where the com
munity of users were (and are) generat
ing content, giving those companies 
the opportunity to create new services 
based on the analysis of their data (i.e. 
AdWords) and having a direct impact on 
the company’s revenue. But, why did they 
need “Big Data” ? What relationship do 
these companies have with "Big Data” ? 
Well, actually it is a close one…

What is “Big Data” ? How big is it ?

Wikipedia : Big Data is a broad term for 
data sets so large or complex that tradi-
tional data processing applications are 

inadequate. Challenges include analysis, 
capture, data curation, search, sharing, 
storage, transfer, visualization, and infor-
mation privacy.

With the exponential growth of active 
users on social platforms (see the figure 
below as an example), the creation of 
user generated content exploded ; this 
poses a serious challenge to companies 
that want to gain insight by processing 
and analysing this data.

The acquisition of WhatsApp by 
Facebook is another illustration of the 
importance of the number of users, 
which is directly proportional to the 
amount of data available for analysis. 
The social network paid $22 billion for 
a startup that generated $10.2 million 
in revenue during the year prior to the 
acquisition.

More concretely, here are some hard 
facts about the generation of contents 
and business on this growth of users can 
give us an idea about the content gener
ated every minute, as an example :

• Facebook users share nearly 2.5 mil
lion pieces of content. 

• Twitter users tweet nearly 300,000 
times. 

Sergio Moral Ruiz, Software 
Engineer at ReportingSoft SA
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Analytics
Now investigators have the power to spot potential  
threats quicker. SAS® Fraud Framework can detect highly 
sophisticated fraud schemes sooner by uncovering hidden  
relationships and seemingly unrelated events. Powerful  
analytic techniques quickly identify and prioritize cases to 
investigate. Our multifaceted approach provides more accurate 
data by combining information from existing resources.  
It protects your data in a secure, flexible environment.

Learn more
sas.com/security

Bring fraud threats  
into focus faster. 

SAS and all other SAS Institute Inc. product or service names are registered trademarks or trademarks of SAS Institute Inc. in the USA and other countries. ® indicates USA registration. Other brand and product names are trademarks of their respective companies. © 2015 SAS Institute Inc.  
All rights reserved. S137970US.0715
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• Instagram users post nearly 220,000 
new photos. 

• YouTube users upload 72 hours of new 
video content. 

• Apple users download nearly 50,000 
apps. 

• Email users send over 200 million 
messages. 

• Amazon generates over $80,000 in 
online sales. 

(source : http://aci.info2014)

Those numbers of user content genera
tion in addition to new projects such as 
SmartCity and Internetofthings seem to 
confirm the prediction of IDC (http ://idc.
com) in 2014. Its research revealed that 
the digital universe will grow 40 % each 
year during the next decade, estimating 
that by 2020 the digital universe – the data 
we create and copy annually – will reach 44 
zettabytes, or 44 trillion gigabytes.

But how will those companies be able to 
process so much data ? Is there already 
a technology to store the historical data, 
make the data available, usable and que
ryable for analysis, whilst respecting 
data security ? 

Actually, companies facing Big Data 
issues are generally important partici
pants in the Big Data community. For 
example, Facebook is actively contrib
uting to several open source projects or 
technologies such as MySQL, Cassandra, 

Hadoop, Hive and HBase. Also, Google 
is publishing several papers which con
tribute to the evolution of open source 
technologies such as their paper on 
MapReduce published in 2004 which 
inspired the project “Hadoop”, a software 
framework written in Java for distributed 
storage and distributed processing of 
very large data sets on computer clusters.

Technology

Big Data solutions for analytics and 
archiving include software, database, 
and storage hardware, the most common 
choices of which are :

1. Build your own inhouse data cluster 
by leveraging open source Apache 
Hadoop/Spark

2. Use an outofthe box Hadoop dis
tribution from Cloudera, MapR, 
Hortonworks, etc.

3. Store data in an EDW, e.g., Oracle 
Exadata, Sybase IQ, Teradata, etc.

4. Use cloud services such as Amazon 
MapReduce and S3

Nevertheless, there are many choices to 
consider before going for a certain solution 
and depending on your scenario it’s chal
lenging to make the good choice. Therefore 
I would recommend to first analyse : a) the 
nature and quality of your input data, b) the 

Analytics
Now investigators have the power to spot potential  
threats quicker. SAS® Fraud Framework can detect highly 
sophisticated fraud schemes sooner by uncovering hidden  
relationships and seemingly unrelated events. Powerful  
analytic techniques quickly identify and prioritize cases to 
investigate. Our multifaceted approach provides more accurate 
data by combining information from existing resources.  
It protects your data in a secure, flexible environment.

Learn more
sas.com/security

Bring fraud threats  
into focus faster. 

SAS and all other SAS Institute Inc. product or service names are registered trademarks or trademarks of SAS Institute Inc. in the USA and other countries. ® indicates USA registration. Other brand and product names are trademarks of their respective companies. © 2015 SAS Institute Inc.  
All rights reserved. S137970US.0715
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GRADIENT BOOSTING MACHINE 
– A BRIEF INTRODUCTION
Gradient Boosting Machine (or GBM) 
is a machine learning algorithm devel
oped by Friedman in the late 90’s. It 
belongs to the ensemble learning family 

of algorithms. If you are unfamiliar with 
ensemble learning, I recommend read
ing “Ensemble Methods in Data Mining : 
Improving Accuracy Through Combining 

frequency of new data generation, c) the 
variety of your data sources, d) and your 
team’s expertise on the data.

The technologies available to solve Big 
Data issues are continuously increasing 
and evolving but it’s a fascinating sub
ject. It will help us to understand them 
and know how to combine them to make 
the right decision in the design of our 
solution. I strongly recommend this link : 
h t t p s : //g i t hub .co m/o nur ak p o l a t /
awesomebigdata

where you will find a great overview of 
the current Big Data technologies. 

Financial services

At ReportingSoft (where I’m working) 
we’re specialized in the finance/banking 
industry, where the scenario and issues 
we deal with are different in comparison 
with other areas where Big Data is being 
applied, such as healthcare, customer 
care or transportation, among others. In 
the finance industry, most companies are 
engaged in a big data project with the 
aim of optimizing how to drive more con
tinuous value and unearth opportunities 
more rapidly. Among the main applica
tions of big data in financial services, the 
following could be outlined :

– Risk Management
– HighFrequency Trading : 
– Fraud Managementv
– Investment Advice

On the other hand, in addition to the pre
vious use cases, at ReportingSoft we’re 

also looking to find new areas of big data 
application in the financial segment by 
developing our own “analytical tool” 
(using Scala, Spark and Cassandra) to 
give further insights on the stock market. 

Conclusion

It’s a really interesting challenge to find 
an optimal solution for these scenarios 
by implementing a set of technologies 
and making the data available for analy
sis. In any case, we should differentiate 
between the resources for data process
ing  in terms of hardware, software, IT 
team  and the resources for data analy
sis – data scientists or experts in the 
domain. In my opinion both are equally 
important as they need each other to 
build a powerful engine which will pro
vide insights from the data. 

To conclude, big data solutions and 
their applications are offering amaz
ing opportunities and this is just the 
beginning. Are you already consider
ing how to get the most value from 
your data ?

Sergio Moral Ruiz 
ReportingSoft S.A.
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Predictions” by Elder and Seni. GBM is 
currently one of the state of the art algo
rithms in machine learning. This article 
provides insights on how to get started 
and advices for further readings.

I will now focus on the use of GBM for 
regression, based on decision trees as 
predictive models. Using concepts of 
ensemble learning (www.tinyurl.com/
enslearn), the algorithm is based on 
the iterative construction of regression 
trees. In the first iteration, a standard 
regression tree is built. From the second 
iteration, the algorithm concentrates on 
errors through weights in order to focus 
on cases with higher errors. A notion of 
bagging can also be incorporated (see 
bagging fraction parameter below).

A nice way to summarize GBM is to use 
the following description (from Natekin 
and Knoll, see the tutorial below) : “In 
gradient boosting machines, or simply, 
GBMs, the learning procedure consecu-
tively fits new models to provide a more 
accurate estimate of the response vari-
able. The principle idea behind this algo-
rithm is to construct the new base-learners 
to be maximally correlated with the nega-
tive gradient of the loss function, associ-
ated with the whole ensemble. The loss 
functions applied can be arbitrary, but to 
give a better intuition, if the error function 
is the classic squared-error loss, the learn-
ing procedure would result in consecutive 
error-fitting.”

As for every machine learning algo
rithm, hyperparameter tuning is needed. 
Examples of parameters to tune for GBM 
include :

• Learning rate : the lower the better ; 
usually, the computational time will 
be the limit. This is the first parameter 
to be set.

• Number of iterations : the number 
of trees must be limited to avoid 
overfitting.

• Tree depth : maximum depth of trees.

• Bagging fraction : percent of data to 
sample (a value of 1 means all the data 
are used at each iteration)

For the implementation, I recommend the 
“gbm” package in R (www.tinyurl.com/
GBMCRAN). Depending on your data set 
size, the execution time can be an issue. 
On a training set of 100k rows and 15 
features, building a model can take up to 
45min on a business laptop. Note that it 
will be much easier to parallelize execu
tion in the case of random forests.

Here is a list of articles related to gradi
ent boosting (if you were to read only one 
of them, I advise the tutorial one) :

• Stochastic Gradient Boosting 
(www.tinyurl.com/SGBFriedman)

• Gradient Boosting Machines – A tuto
rial (www.tinyurl.com/GBMtutorial)

• Boosted Regression Trees for eco
logical modeling (www.tinyurl.com/
BRTeco)

To conclude, Gradient Boosting Machine 
is a powerful machine learning algorithm 
that can be used to solve regression 
problems. Within the ensemble learning 
family, it is an interesting alternative to 
random forests.

Sandro Saitta, Manager, 
Data Science at Expedia, Inc.

Gradient Boosting Machine is based on the iterative construction of models, such as trees.
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BOOK REVIEW 
“DATA SCIENCE FOR BUSINESS”,
FOSTER PROVOST & TOM FAWCETT
By Amine Mansour

Just by reading the title of 
this book, one can only be intrigued 
as “Business” is a keycentral part of 
Data Science, and one must master 
it to be able to deliver the necessary 
insights. But what is Data Science ? 
Just a new buzz or a concrete science ? 
Well I can guarantee that if you read the 
book, whether you are a beginner or an 
advancedlevel reader, you will be no 
stranger to the concept. 

Of course, one could grasp most of the 
presented notions with some classic 
Data Mining literature but what Provost 
and Fawcett managed to do is to always 
put in perspective the domain with two 
essential topics, business and industry. 
A great quote from the book illustrates 
this : “The practice of data science can 
best be described as a combination of 
analytical engineering and exploration… 
Rarely is the business problem directly 
one of our basic data mining tasks.” 

Throughout the book, they explain the 

wellknown CRISPDM cycle, always 

keeping it in context with real precise 

use cases. This book goes straight to 

the point : you will directly understand 

the impact and use of each of the ana

lytical techniques, from data prepara

tion to model selection until evaluation 

and large scale deployment. More impor

tantly, strategy (business) is highlighted 

and how companies get the most out of 

each method. This is really important as 

Data Science expertise is highly depend

ent on experience gathered in the field. 

The only down side I could see is the lack 

of indepth analysis of the use cases. But 

again this book will provide the needed 

solid base layer for your Data Science lit

erature which you will need to complete 

with more technical readings. As a con

clusion, you will not regret having “Data 

Science for Business” in your library at 

home or on your tablet. 

Amine Mansour, Big Data and 
Analytics Consultant at Itecor
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MEMBERSHIP
Support the Swiss Association for Analytics 
and become a member !

The Swiss Association for 
Analytics is a nonprofi t organization. In 
addition to sponsors covering event and 
magazine expenses, we propose a paid 
membership of 30 CHF / year to support 
the association.

Membership benefi ts

Benefi ts of the Swiss Association for 
Analytics membership are the following :

– Become an offi  cial supporter of the 
association

– Receive the printed magazine at home, 
twice a year (available for addresses 
in Switzerland only)

– Access presentations and pictures 
from association events

Membership is valid for a full calendar 
year (from 01.01 to 31.12). If you have 
paid before 01.01.2015, your member
ship is valid for 2015.

How to become a member of the Swiss 
Association for Analytics ?

Step 1

Send the amount of 30 CHF, if possible 
through ebanking, to the following bank 
account :

Name : Swiss Association for Analytics
Address : Chemin des Fontannins 12,
 1066 Epalinges
Bank : PostFinance
Account : 851221409
IBAN : CH65 0900 0000 8512 2140 9
BIC : POFICHBEXXX

Step 2 

Send an email to 
member@swiss-analytics.com 
with the following information :

– Name (as in the above payment)
– Address where you would like the 

magazine to be sent (magazine is sent 
to Swiss addresses only)

– Email (needed to send you the pass
word to access the member area on 
the website)

How will the money be used ?

The membership fees will be used by the 
association to cover costs related to :

– Website domain name and hosting
– Magazine shipping by mail
– Event or magazine expenses when no 

sponsor is found
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the magazine without agreement
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